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1 [Ref: Moore, R. L., D’Aoust, J., McDonald, R. H., & Minor, D., “Disk and Tape Storage Cost Models”, San Diego Supercomputer Centre, Universty of 
California San Diego, La Jolla, CA.

Storage continues to be the largest portion of the IT budget in many Fortune 500 companies.  In fact, many of 
those companies have resorted to building simplified cost models to track the unit cost of managing a Terabyte 
per annum.  While these costs reflect many of the obvious line items such as media, maintenance, leasing etc., 
much of what is offered as optimization techniques and best practices go unnoticed even with their ability to 
lower cost even more.

This session examines some of those techniques such as virtualization, de-duplication, virtual provisioning and 
others.  It also looks at trends which indicate that economies of scale doesn’t always scale and proposes a 
method for indicating the same. It carefully considers the impact of cloud versus non-cloud decisions on the 
overall cost model.  Finally, it considers how capacity planning is to evolve in the presence of finer, more 
delineated metrics which facilitate all of the above.
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Total Raw Storage is defined as the sum of all storage prior to the necessary formatting and protection schemes 
is applied to render it “usable”. In earlier generations of storage subsystems, the amount of raw storage was very 
close, if not equal to, the amount of “usable” storage.  Data protection schemes aimed at maintaining  high 
availability of data through RAID schemas such as RAID-1, RAID-5, RAID-6, and so on reduces the raw storage 
proportionately.  Further, some formatting schemes associated with drive mappings may impose some small 
losses of raw capacity. 

Total Configured Storage is the subset of raw storage which has been made “usable” and from which users 
requests can be fulfilled. It is important to note that storage acquisition proposals are usually priced on the 
“configured capacity” of the subsystem(s), so this metric becomes the “cost basis” for deriving $/GB. Configured 
storage has another context which is applicable to thin (virtual) provisioned environments – this is discussed in a 
later slide.

Total Allocated Storage is the subset of configured storage which has been allocated to the various servers.  For
any individual server, the amount of storage allocated to it defines an upper limit as to how much storage it can 
exploit before further allocations to it is necessary. Allocated storage has another context which is applicable to 
thin (virtual) provisioned environments – this is discussed in a later slide.

Total Used Storage is the subset of allocated storage that is actually used by server(s). It is common to have 
some amount of “unused” storage  on any given server(s).  This unused storage represents the difference 
between what was allocated and what is used and it is precisely the uncontrolled growth of “allocated but not 
used” (i.e. unused) storage that made thin provisioning a necessary, and now a very popular feature of modern 
storage subsystems.  
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Oversubscription allows the allocated storage to exceed the configured storage from a logical perspective in that 
the allocated storage is now reflective of a promise to the prospective user.  That promise takes the form of the 
subsystem promising to have the storage available to the user as the user uses it, thus the user does not 
necessarily get all of what he asked for in the allocation request unless he actually “used” all of what he 
requested.

Oversubscription works just fine as long as a healthy discrepancy exists between used and allocated storage 
such that used is always less than allocated.  In a thin provisioned environment, if used becomes equal to 
allocated, then a problem would occur; and that problem is only rectified by installing more raw storage and 
configuring it to the thin pool.
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The “simplified” lines F and G represent the total storage growth - forecasted and actual respectively.  When actual growth is 
more aggressive than what was forecasted, then there is a risk that the physical storage installed will be insufficient; this
can be mitigated, to varying degrees, through proper exploitation of oversubscription.  

Consider a group of applications which have a forecasted growth (blue line, F) but which actually deviates upwards (more 
aggressive growth) and is shown as the red line, G.  

For growth F, if the installed capacity is used without oversubscription, then the time of exhaustion is tn-2. With 
oversubscription,  growth F is accommodated to longer time tn. Thus the interval of cost avoidance gained by employing 
oversubscription can be derived as Δ1. This can be expressed as both capex and opex.

Growth G, on the other hand, exhausts the installed capacity much earlier on and would require more immediate attention 
(i.e install more storage/directors etc.) if it wasn't for oversubscription which allows this aggressive growth to continue for a 
longer period of time shown as Δ2.

The truth about the F and G scenarios is that, for the most part,  it tends to mimic reality, even when robust capacity 
planning techniques are employed.  This scenario of growth G is one of the most prevalent reasons so many enterprises 
today employ oversubscription.
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Tracking the individual percentages as outlined in the red and green ellipses allow for trending, which in turn will 
facilitate a quantitative determination of the degree to which any of those components can be addressed from an 
economy of scale point of view. For example, “subsystem and media” obeys an increasing ecomony of scale 
relationship because $/GB decreases as media quantity increases.  Some of the other line item criteria noted 
may obey economy of scale relationships also, but perhaps not to the same extent; there may be some for which 
no economy of scale exists today, but may come about as technology changes.  Also, vendor specific 
arrangements and pricing may serve to define the degree to which these economies of scale exist and are 
beneficial. 

Some benchmark behaviours:

1) Unabated storage growth (high CAGR …to exponential)

2) Media cost/byte is lowered as economies of scale is exploited (infrastructure growth)

3) Media capital cost, maintenance, and facilities scale linearly with size.

4) Some licence costs remain fixed.

5) Some of the supporting infrastructure scale weakly with increased size (also infrastructure may be fixed in 
cost until a certain threshold i.e. capacity is reached).

6) Disk cost is determined by amount of disk deployed whereas for tape it is determined by amount of data 
stored; better normalization required.  For virtual tape, this argument is mooted somewhat.
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In comparing the older subsystems with the newer ones a number of key points can be made, among them the 
ability to realize a much lower composite cost for the newer subsystems since you are only provisioning an 
optimal amount of the various storage technologies or tiers (SSD, FC, SATA, etc) to make the subsystem 
performance optimal.  The ability of technologies like FAST/VP to marshal these resources as dictated by the 
dynamics of the workload translates to:

i) an extremely optimized storage cost (cost to store the data on an appropriate tier for an appropriate amount of 
time) 

ii) a significant boost in the performance profile of the associated workload, so much so that a new cost metric 
has become associated with it; this metric is known as cost/IO and its decreasing behaviour speaks to the 
efficiencies of the newer storage subsystems.

Cost per I/O is easily tracked in any environment, even from historic data on the older subsystems thus allowing 
one to derive comparisons of old and newer hardware.  Cost per I/O will continue to decrease as newer storage 
technologies come to market.  
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High Level Capacity Planning Architecturewhich considers:

i. the four major domains (compute, storage, network, and systems management), 

ii. the basic and advanced function metrics required from and about each of them, 

iii. the provision of a filterable capability for observing and diagnosing critical versus non-critical 
workloads, and 

iv. the consolidation of metrics through a dash boarding approach incorporating “multiple panes of 
glass” management which could be further consolidated to a “single pane of glass”. 

Architecture decomposes to lower layers to facilitate any degree of detailed capacity planning, performance 
diagnosis etc.  Architecture does not depict connectivity to a repository, but such connection(s) is implied.  
Reporting is adaptable to any layer.
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MASF techniques can be applied to anything. E.g. traffic, IT measures of processor, networking, blood pressure, 
etc.
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The premise of a Capacity Planning and Performance Monitoring practice for Open Systems storage 
embodies at least the following:

The capture, analysis and usage of key storage performance metrics spanning the two connected IT 
Infrastructure layers of SAN and Storage.   

Faster problem resolution based on diagnostic procedures which utilize timely information that is easy 
to understand and convincing to the parties involved.  

Application capacity trending and forecasting for more accurate inventory control and purchase 
planning.

Lowering of the “effective” cost of SAN/Storage hardware through higher, more optimized utilization 
levels and improved service delivery.
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